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§

§ Challenge: non-linear control policies are required
• Linear systems and quadratic cost

(Witsenhausen counterexample)
• Non-linear systems and/or non-quadratic cost

Optimal distributed control
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Deep Neural Networks 
(DNNs) for parametrizing 

non-linear policies

Large 
scale 

systems

Optimal 
distributed 

control
+



§ Closed-loop stability guarantees while optimizing transient performance?
• Not with general multilayer perceptron networks

§ Stability if optimization stops prematurely?

Challenges of using DNN policies
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• Performance optimization over [0,T]

•

min
Z T

0
||x � x?||2 + ||u||2dt

s.t. MLP-controller
<latexit sha1_base64="ZUuILAzr8fP5fKNyCDAL6Ef876I="></latexit>

Stability if controller applied for t > T?
<latexit sha1_base64="VAgjWoqj7v/zEWREf/+F4Du5d30="></latexit>



§ Vanishing gradients during optimization
• Backpropagation → Gradient descent

•

§ Optimization for a long control horizon  ≡ optimization of a DNN

Challenges of using DNN policies
Tr

en
ds

 o
n 

D
is

si
pa

tiv
ity

in
 S

ys
te

m
s 

an
d 

C
on

tro
l

C
la

ra
 G

al
im

be
rti

4

Local minima? J
BSM small?     L

Backward 
sensitivity 

matrix (BSM)
If

@L
@✓i ,j

⇡ 0 !
<latexit sha1_base64="3fO1bibfCJmptOmZIDGuz+YM+JQ="></latexit>

≡

(discretization) ≈ deep neural network

⋯ ⋯

Layer 0 Layer 1 Layer k Layer N⋯ ⋯

⌃
<latexit sha1_base64="K5jlBlbnsGmYNEl9387earjENTs="></latexit>

C✓(t)
<latexit sha1_base64="gEuP+tVE1LUjDNUC9nNZ1rUNbuU="></latexit>

⌃
<latexit sha1_base64="K5jlBlbnsGmYNEl9387earjENTs="></latexit>

⌃
<latexit sha1_base64="K5jlBlbnsGmYNEl9387earjENTs="></latexit>

⌃
<latexit sha1_base64="K5jlBlbnsGmYNEl9387earjENTs="></latexit>

⌃
<latexit sha1_base64="K5jlBlbnsGmYNEl9387earjENTs="></latexit>

C✓t0
<latexit sha1_base64="goPU+EFvkOIdP4x8y8foMr/vk1I="></latexit>

C✓t1
<latexit sha1_base64="giMnwtJ7t0/nuoXYKNCueEAOqaE="></latexit>

C✓tk
<latexit sha1_base64="cLNB+ZKOPZcRlpX2Ew9jYnJA1UM="></latexit>

C✓T
<latexit sha1_base64="Y4S1oDfC7ZOeeRjg3kA6ZH0YEKM="></latexit>

@L
@✓i ,j

=
@⇣j+1

@✓i ,j

N�1Y

`=j+1

@⇣`+1

@⇣`
| {z }

@L
@⇣N

<latexit sha1_base64="vH5Ro/Hzvuh7fPQ5qT8vDdU+FPY="></latexit>

⇣0
<latexit sha1_base64="R6h7gD+Gt96GaLIE43bcfdr5zWo="></latexit>

⇣1
<latexit sha1_base64="pGf271P7xDsjEenS2bkwML0Hjm4="></latexit>
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<latexit sha1_base64="54cttl8YnEZkv2z/+L8rp8ruseI="></latexit>

⇣j+1
<latexit sha1_base64="hdNWSc4Lbzkja4nwDi5iefRq2Vg="></latexit>

⇣N
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⇣N�1
<latexit sha1_base64="G6nJPWsAn5UoqnHy3G4Ef0HGuaM="></latexit>

⇣j+2
<latexit sha1_base64="jvFeSQUAAv+SbtxSOFd7lx4YGsE="></latexit>

⋯ ⋯
✓j

<latexit sha1_base64="J5UPbc3mdfZn29UQa6Q/yU+s+GU="></latexit>

✓j+1
<latexit sha1_base64="j591C5mtlch/pEewA06+NT6jV1Q="></latexit>

✓0
<latexit sha1_base64="k0ldnpEjvQkGxh8PvsZW+ebcJ4w="></latexit>

✓N-1<latexit sha1_base64="OnTYLQVl/oJUxWWNhM0tcogZNaU="></latexit>



§ Distributed NN control architectures

• A posteriori analysis of the closed-loop stability
§ Question: Distributed NN controllers guaranteeing closed-loop stability 

by design?

Challenges of using DNN policies
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For port-Hamiltonian systems:
§ NN model-based controllers guaranteeing closed-loop stability

• Optimization of an arbitrary cost over a finite horizon

§ Additional requirement:
Non-vanishing gradients during optimization

§ … even in a distributed setting!

Our contributions
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min
✓(t)

Z T

0
`(x(t), u(t),✓(t)) dt

s.t. closed-loop stability
<latexit sha1_base64="uvovQF9J4qRTsOYzWBZea9slGws="></latexit>



§ Optimal control problem with pH-NN controllers
• Port Hamiltonian systems
• pH-NN controller architecture

§ Distributed implementations of pH-NN controllers

§ Numerical validations
• pH-NN controllers for robots navigation task

§ Conclusions

Outline
Tr

en
ds

 o
n 

D
is

si
pa

tiv
ity

in
 S

ys
te

m
s 

an
d 

C
on

tro
l

C
la

ra
 G

al
im

be
rti

7



§ Optimal control problem with pH-NN controllers
• Port Hamiltonian systems
• pH-NN controller architecture

§ Distributed implementations of pH-NN controllers

§ Numerical validations
• pH-NN controllers for robots navigation task

§ Conclusions
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Port-Hamiltonian (pH) systems1
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§
• Continuously differentiable
• Radially unbounded

§ Attractivity: 

§ Compositionality:

ẋ(t) = (⌦� R)
@V (x(t))

@x
+ GTu(t)

y(t) = G
@V (x(t))

@x
<latexit sha1_base64="xXiKj0Qv2YfF/OyzYeaMeMoBuWg="></latexit>

⌅ ⌦ skew-symmetric
⌅ R ⌫ 0

<latexit sha1_base64="QCmFac2bw5EdDpkDfHV4gkp7+eQ="></latexit>

≡
⌃pH

<latexit sha1_base64="HUYi+97m4bO67bRnlWo7MiysctY="></latexit>

CpH

✓(t)
<latexit sha1_base64="SeEmkWVvNAkUNrfXqjf1hsJgzVI="></latexit>

⌃pH

CL,✓
<latexit sha1_base64="u8NU9PuwQJJSbvfZ4EGKUZp2Zjk="></latexit>

⌃pH
<latexit sha1_base64="HUYi+97m4bO67bRnlWo7MiysctY="></latexit>

⌃pH

CL
<latexit sha1_base64="f9OczuGOjxJd+uuzT8iPiQFpMtc="></latexit>

lim
t!1

x(t) 2
⇢

R
@V
@x

= 0
�

<latexit sha1_base64="7gxoRvBiUt3BDty3Sq5CNk3KrYo="></latexit>

1 A. van der Schaft and D. Jeltsema. "Port-Hamiltonian systems theory: An introductory overview." Foundations and Trends in Systems and 
Control 1.2-3 (2014): 173-378.

V : Hamiltonian function
<latexit sha1_base64="9wi3UZTksxIB9BDO1kE64VOH+Dg="></latexit>



Port-Hamiltonian (pH) systems1
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§
• Continuously differentiable
• Radially unbounded

§ Attractivity: 

§ Compositionality:

ẋ(t) = (⌦� R)
@V (x(t))

@x
+ GTu(t)

y(t) = G
@V (x(t))

@x
<latexit sha1_base64="xXiKj0Qv2YfF/OyzYeaMeMoBuWg="></latexit>

⌅ ⌦ skew-symmetric
⌅ R ⌫ 0

<latexit sha1_base64="QCmFac2bw5EdDpkDfHV4gkp7+eQ="></latexit>

≡
⌃pH

<latexit sha1_base64="HUYi+97m4bO67bRnlWo7MiysctY="></latexit>

CpH

✓(t)
<latexit sha1_base64="SeEmkWVvNAkUNrfXqjf1hsJgzVI="></latexit>

⌃pH

CL,✓
<latexit sha1_base64="u8NU9PuwQJJSbvfZ4EGKUZp2Zjk="></latexit>

lim
t!1

x(t) 2
⇢

R
@V
@x

= 0
�

<latexit sha1_base64="7gxoRvBiUt3BDty3Sq5CNk3KrYo="></latexit>

1 A. van der Schaft and D. Jeltsema. "Port-Hamiltonian systems theory: An introductory overview." Foundations and Trends in Systems and 
Control 1.2-3 (2014): 173-378.

V : Hamiltonian function
<latexit sha1_base64="9wi3UZTksxIB9BDO1kE64VOH+Dg="></latexit>



NN controllers
Tr

en
ds

 o
n 

D
is

si
pa

tiv
ity

in
 S

ys
te

m
s 

an
d 

C
on

tro
l

C
la

ra
 G

al
im

be
rti

11

§ Elements in green are free to be chosen!
§

• Continuously differentiable
• Radially unbounded

§ pH NN controllers  ⊂ NeuralODEs1

⌅ Jc skew-symmetric
⌅ Rc ⌫ 0

<latexit sha1_base64="vrzD5+56h4BI55VVL3CntCWoHX8="></latexit>

Use a (deep) NN for parametrizing �
<latexit sha1_base64="b0vhDiqxdSyTQt9LepPyQZ4YwJA="></latexit>

1 R.T. Chen, Y. Rubanova, J. Bettencourt, and D.K. Duvenaud, “Neural ordinary differential equations”, Advances in neural information processing 
systems, vol 31, 2018. 

�(⇠(t), t) = �(⇠(t), ✓�(t))
<latexit sha1_base64="v8qg/kDsrtbBn2bq66VnjrEmpqI="></latexit>

⇠̇(t) = (Jc � Rc)
@�(⇠(t), t)

@⇠
+ Gc

>y(t)

u(t) = Gc
@�(⇠(t), t)

@⇠
<latexit sha1_base64="xy2jJhKeoIVmkwMcjmmBgoNLtLk="></latexit>

�: time-varying Hamiltonian function
<latexit sha1_base64="sM2W7oaDpMJkL+fdlJTvEs1/+So="></latexit>



NN controllers
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§ Choose     minimizing the cost: 

§ Analogous to NN training!
• Number of layers: N
• Discretization step size: 

§ Closed-loop stability        For an arbitrary             i.e. arbitrary network depth

h = T/N
<latexit sha1_base64="evgvAG8NpFHz7sbwWi56QkqHuIw="></latexit>

⌃pH
<latexit sha1_base64="HUYi+97m4bO67bRnlWo7MiysctY="></latexit>

CpH

✓(t)
<latexit sha1_base64="SeEmkWVvNAkUNrfXqjf1hsJgzVI="></latexit>

≡
(discretization)

CpH

✓0
<latexit sha1_base64="4W6gRru2lsNNdIrwYFIuiow1ik8="></latexit>

⌃pH
<latexit sha1_base64="HUYi+97m4bO67bRnlWo7MiysctY="></latexit>

⌃pH
<latexit sha1_base64="HUYi+97m4bO67bRnlWo7MiysctY="></latexit>

CpH

✓k
<latexit sha1_base64="5qTujo/XHRIrWmQ2tdgTm1goByo="></latexit>

CpH

✓1
<latexit sha1_base64="EsxxsocICNSxOFB2xgPDSXiWboE="></latexit>

⌃pH
<latexit sha1_base64="HUYi+97m4bO67bRnlWo7MiysctY="></latexit>

⌃pH
<latexit sha1_base64="HUYi+97m4bO67bRnlWo7MiysctY="></latexit>

CpH

✓N
<latexit sha1_base64="goMapU2dFTBoPp8AUSK06W30BFQ="></latexit>

⋯ ⋯

Layer 0 Layer 1 Layer k Layer N⋯ ⋯

✓
<latexit sha1_base64="AKwPa2gIYEQ4wDNj0pAE2evjGfM="></latexit>

When      is a local minima
… but also before convergence!        I.e. for    such that

L =
Z T

0
`(x(t), u(t),✓(t)) dt

<latexit sha1_base64="l/n2m4XHRDT0Ukk7fMj5rm/zYdc="></latexit>

T > 0,
<latexit sha1_base64="jouH7BPVfLgDq5sEVqmkWfyL+HM="></latexit>

✓⇤
<latexit sha1_base64="V7sBfF9Mp5896u6cAofup+RcnE4="></latexit>

✓
<latexit sha1_base64="UualASpNu2emrkOj1jR76B+zOwY="></latexit>

r✓L 6= 0
<latexit sha1_base64="HQ7ZaIprcSyAlcd87gxw9pSbloo="></latexit>

LDT =
NX

k=0

`DT (xk , uk ,✓k )
<latexit sha1_base64="4lMMhWWg4NDhbQsV803n3UwwUzs="></latexit>



§ Why?

Non-vanishing gradients during training
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⇣ =


system state
controller state

�

<latexit sha1_base64="ESjUcX5m7yr89oc7AxSh0Fk6cTo="></latexit>

@⇣(T )
@⇣(T � t)

is symplectic, i.e.  =
✓

@⇣(T )
@⇣(T � t)

◆>

 
@⇣(T )

@⇣(T � t)
<latexit sha1_base64="g4tuz+gBWG+qjqq3JvWKKnE/6vo="></latexit>

Interconnection matrix of 
the closed-loop system

1 L. Furieri, C. Galimberti, M. Zakwan and G. Ferrari Trecate, “Distributed neural network control with dependability guarantees: a compositional 
port-Hamiltonian approach”, arXiv preprint arXiv:2112.09046, 2021. 

Theorem1. If no dissipation in the loop, then
����

@⇣(T )
@⇣(T � t)

���� � 1
<latexit sha1_base64="ExLHCaDDe6WYk+S08Lk+QuJ93mg="></latexit>

⌃pH

CL,✓1
<latexit sha1_base64="lAKArb+bOjCgr1JC1kFDzQ4JKUQ="></latexit>

⌃pH

CL,✓0
<latexit sha1_base64="c7h9x0h5dVs4ZaKfxsS4ZaVWBNI="></latexit>

⌃pH

CL,✓N
<latexit sha1_base64="6x8qt5q9lhLrFyXm8xrbRgOcuKI="></latexit>

⋯ ⋯⌃pH

CL,✓N-`
<latexit sha1_base64="EBwg+JgoGJDZPadw486xxC1mp4U="></latexit> ⇣(T )

<latexit sha1_base64="9pdTDqsnou1rOkDlulCQsxdxHtk="></latexit>

⇣(T�t)
<latexit sha1_base64="7h039RCv8uT6s4fXdn87OyCXwR4="></latexit>

⇣(t0)
<latexit sha1_base64="3ZyrS1PGCiChxbHdTYmtArOMuMU="></latexit>

⇣(t1)
<latexit sha1_base64="2uFaxg8ka3U8txY1iq/n6iyACUo="></latexit>

⇣(t2)
<latexit sha1_base64="4LMltIZi0rSc3PIoBgu/2qy5mdc="></latexit>



§ Optimal control problem with pH-NN controllers
• Port Hamiltonian systems
• pH-NN controller architecture

§ Distributed implementations of pH-NN controllers

§ Numerical validations
• pH-NN controllers for robots navigation task

§ Conclusions

Outline
Tr

en
ds

 o
n 

D
is

si
pa

tiv
ity

in
 S

ys
te

m
s 

an
d 

C
on

tro
l

C
la

ra
 G

al
im

be
rti

14



§ : Network of pH systems 
• power-preserving interconnections

§ : Network of pH controllers?

• Local energy:

• pH if

Distributed pH NN controllers
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�i (⇠i , neighbors(⇠i ))
<latexit sha1_base64="nmphNIkdWmB9X0xgjet6D57UmzE="></latexit>

e.g. �1(⇠1, ⇠2)
<latexit sha1_base64="UNYgPvBaVgsV8aYTydltauRe5Go="></latexit>

NO

⇠̇i depends on @�i
@⇠i

only?
<latexit sha1_base64="YMC5xUgupRFPFTHIXHSRhy2rnEM="></latexit>



§ Solution:
• Define a global energy
• Make 

§ Communication requirements?

§ Problem: on which controller states should     depend upon?
• for the prescribed communication network 
• while guaranteeing               to be pH

Distributed pH NN controllers
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� =
P

�i
<latexit sha1_base64="QP1mrI+2iDvbL87b8eXH+dUbcws="></latexit>

⇠̇i depend on @�
@⇠i

<latexit sha1_base64="ERcgMlvvEWOBC4EkZ8Q49klXlhY="></latexit>

(set i = 1)
<latexit sha1_base64="nm+F2s1F1bgc0RPKDwxU2OYNJwM="></latexit>

@�

@⇠1
=
@�1(⇠1, ⇠2)

@⇠1
+
@�2(⇠1, ⇠2, ⇠3)

@⇠1
<latexit sha1_base64="qadWb1bHXoE+ADvlY4j2wv0VVnY="></latexit>

⇠3 is needed
in location 1!

<latexit sha1_base64="enDkRN/Rfx7+zx6vLjYM60rzga4="></latexit>

The given network is not enough!

�i
<latexit sha1_base64="qn35va97i+917nIYb6xKm4XD+C8="></latexit>



• prescribed communication network
• which local energy depends upon which state

§ Extension including input-output coupling between controllers can be found in [1]

Distributed pH NN controllers
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1 L. Furieri, C. Galimberti, M. Zakwan and G. Ferrari Trecate, “Distributed neural network control with dependability guarantees: a compositional 
port-Hamiltonian approach”, arXiv preprint arXiv:2112.09046, 2021. 

G
<latexit sha1_base64="f24cdehIuATDYp5nva+ZzioIpSg="></latexit>

G�
<latexit sha1_base64="ZvrJDB5ZsJytFf+MWMraCcjRlTg="></latexit>

G
<latexit sha1_base64="f24cdehIuATDYp5nva+ZzioIpSg="></latexit>

G�
<latexit sha1_base64="ZvrJDB5ZsJytFf+MWMraCcjRlTg="></latexit>

E.g.:

Trivial solution:
Local energies only depend 
on local states, i.e.

�i (⇠i ) , 8i = 1, ... , M
<latexit sha1_base64="BGzwX4e6h/RG9bFH1Q/5+TNfOvc="></latexit>

Theorem1. Let G� be the communication graph describing the state de-
pendencies of the local energies. Then, the NN control policies are distributed
according to a prescribed interconnection network G if

G2
� ✓ G .

<latexit sha1_base64="BqtwGn87JQdsahU4zBtHBLIR93A="></latexit>



§ Optimal control problem with pH-NN controllers
• Port Hamiltonian systems
• pH-NN controller architecture

§ Distributed implementations of pH-NN controllers

§ Numerical validations
• pH-NN controllers for robots navigation task

§ Conclusions
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Navigation task using pH NN distributed controllers
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§ 12 mobile robots in xy-plane
• Modelled by linear point masses

• Objective: navigation (          ) within a given
time T + collision avoidance

• Prestabilized dynamics around 

• Finite horizon stage cost: `Q + `CA + `R
<latexit sha1_base64="zl++LZGLhtIyc4/jSpG7W5w36b8="></latexit>

Quadratic loss penalizing:
• Distance to target point
• Non zero velocity
• Input magnitude

Collision 
avoidance loss

Regularization loss for pH-DNNs

Smoothing 
parameters across 

layers

? ! �
<latexit sha1_base64="TvCnst57fRhhxHJL9fgUA76ujVY="></latexit>

x̄ (�)
<latexit sha1_base64="/OTqoRMkAfFh99RMvWswlBo05Rs="></latexit>



Navigation task using pH NN distributed controllers
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Zero collisions after training

Stability is guaranteed by design Gifs can be found in our GitHub repository:
https://github.com/DecodEPFL/DeepDisCoPH

https://github.com/DecodEPFL/DeepDisCoPH


Navigation task using pH NN distributed controllers
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§ Early stopping of the training:

25% of the training 50% of the training 75% of the training

Stability is always guaranteed
Gifs can be found in our GitHub repository:
https://github.com/DecodEPFL/DeepDisCoPH

https://github.com/DecodEPFL/DeepDisCoPH


§ Replacing neural port-Hamiltonian controllers with MLP networks
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Results after training  → even when not considering collision avoidance

No stability guarantees
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§ Gradients during training

Navigation task using pH NN distributed controllers
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Backward sensitivity matrix norm

⋯ ⋯

��� @⇣N
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of vanishing gradients

during training
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§ pH NN control policies:
• Stability of the closed loop by-design, i.e. for arbitrary parameters
• Non-vanishing gradients during training
• Distributed implementations complying with pH structure

§ Next steps?
• Stable NN controllers by design beyond pH?            [2]
• Going data-driven: How to incorporate uncertainties in the system modelling?

Conclusions
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[2] L. Furieri, C. Galimberti and G. Ferrari Trecate, “Neural System Level Synthesis: Learning over All Stabilizing 
Policies for Nonlinear Systems”, arXiv preprint arXiv: 2203.11812, 2022. 



Thank you for 
your attention!
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